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Introduction

The sustained migration towards cities, for work and for improved living conditions, places increasingly high demands on urban infrastructures. Cities of the
future will require more efficient means of transportation, equal distribution of
resources such as water and electricity, and robust healthcare networks to accommodate larger populations. To aid the growing numbers of city inhabitants
in collectively asserting their will in issues that affect their life chances, the
cities of the future will also require inclusive means of political participation,
and tools for increasing the transparency of decision making processes [1].
Digital cities of the future is a European Institute of Innovation & Technology (EIT) thematic action line that investigates the future of urban environments, with a focus on the information technologies employed in these settings.
This report focuses on the intersection of the digital city, and an informationintensive form of public health surveillance called syndromic surveillance, where
data gathered for non-diagnostic purposes are used to identify signals relevant
to public health.
Urban surveillance systems can be found in almost any location linked to
consumption: supermarkets, gas stations, shopping centres, cinemas, restaurants, etc. The most common form is a security camera that monitors the
premises. Camera-based surveillance is also present in traffic, to enforce speed
limits, detect red light violations, and control toll roads. The motivation behind
the development of these systems, or of any surveillance system in general, often
focuses on permutations of three issues: efficiency, safety, and convenience [2,
p.96]. In contemporary societies, systems of surveillance take the form of information systems; collecting, storing, and distributing information on populations.
The digital city thematic action line proposes to create new, robust, and in
many cases, invisible information systems that are part of the urban infrastructure. This invisibility is imagined to be a result of the seamless integration of
new information systems with the existing methods of travel, recreation, and
consumption within the city. Currently, technologies such as electronic travel
cards, credit cards, and personal identification cards are used by city dwellers
in their daily activities. Attempts to integrate these systems to combine the
benefits, and increase convenience at the same time, occur often. Examples
include credit cards with photos of their owners that can be used for identification [3], and travel cards with built-in credit [4]. Proposals for new syndromic
surveillance systems can also be situated within the same trend, aiming to take
advantage of increased data collection for public health purposes. The digital
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city, envisioned as a central hub for data collection activities, fulfils the functional requirements for the employment of syndromic surveillance systems.

1.1

Defining syndromic surveillance

Syndromic surveillance is a recent addition to the set of methods collectively
described as disease surveillance. Disease surveillance is an epidemiological
practice where the activities of a population are monitored for predefined signs.
These signs are then interpreted in an attempt to prevent or minimise the spread
of the disease. Disease surveillance is performed for both communicable diseases (influenza, chlamydia, salmonella, etc.) and non-communicable diseases
(asthma, cancer, diabetes, etc.). The surveillance of the former is called infectious disease surveillance, and it most often involves analysing case reports or
lab reports filed after doctors’ visits. In this analysis, the lab-verified results are
often used as highly accurate indicators of the disease, but the delay between
the onset of symptoms and the verification of the diagnosis through the reports
may be several days to weeks depending on the disease, the diagnosis and the
local infrastructure available to the practitioners. To reduce the delay, data
originally collected for other purposes have been proposed as additional indicators to aid the understanding of infectious diseases. This approach is called
syndromic surveillance, and its practitioners collect and analyse data from different data sources including pre-diagnostic case reports, number of hospital
visits, over-the-counter drug sales and Web search queries, among many other
sources.
One of the most comprehensive and influential definitions of syndromic
surveillance was given by the United States Centers for Disease Control and
Prevention (CDC):
Syndromic surveillance for early outbreak detection is an investigational approach where health department staff, assisted by automated data acquisition and generation of statistical signals, monitor disease indicators continually (real-time) or at least daily (near
real-time) to detect outbreaks of diseases earlier and more completely than might otherwise be possible with traditional public
health methods (e.g., by reportable disease surveillance and telephone consultation). The distinguishing characteristic of syndromic
surveillance is the use of indicator data types. [5, p.2]
Practitioners have criticised the usage of syndromic surveillance as imprecise and misleading, because many of the systems described by the term do
not actually monitor syndromes, the association of signs and symptoms often
observed together, but other non-health related data sources such as over-thecounter medication or ambulance dispatches [6, 7]. Despite its shortcomings,
the term remains the most widely recognised among the alternatives. Other
terms that describe similar or equivalent activities include: early warning systems, prodrome surveillance, pre-diagnostic surveillance, outbreak detection systems, information system-based sentinel surveillance, biosurveillance systems,
health indicator surveillance, nontraditional surveillance, and symptom-based
surveillance. Some developers of syndromic surveillance systems have argued
for broader terms, such as biosurveillance, to describe their work, in an attempt
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to unify outbreak detection and outbreak characterisation, claiming that epidemiologists may consider outbreak characterisation to be separate from public
health surveillance [8, p.3].
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2

Background

Syndromic surveillance is a recent development in the long history of disease
surveillance. While a full review of developments in disease surveillance is outside the scope of this report, a brief look at current disease surveillance systems
from the perspective of information technologies may be helpful [9].
The unifying property of complex disease surveillance systems as information
and communication systems is that they are designed to function without human intervention, performing statistical analyses at regular intervals to discover
aberrant signals that match the parameters set by their operators. Recent advances in information and communication technology (ICT) have made the development and operation of such systems technically feasible, and many systems
have been proposed to interpret multiple data sources, including those containing non-health related information, for disease surveillance. The introduction
of these systems to the public health infrastructure has been accompanied by
significant criticism regarding the diverting of resources from public health programs to the development of the systems [10, 11], the challenges of investigating
the alerts raised by the systems [6], and the claims of rapid detection [12, 13].
The motivation behind developing complex ICT systems for disease surveillance can be partially explained by the observation that epidemiologists tasked
with monitoring communicable diseases are expected to maintain an awareness
of multiple databases during their daily work. To provide the experts with a
rapid overview of all available data, and to equip them with additional information to make decisions, development of ICT systems are proposed. Efficiently
interpreting the combined output of these systems, however, remains a technical challenge. In many cases, the populations represented in the data sources
monitored by the systems differ significantly, preventing the application of traditional statistical methods to analyse the collected data. In theory, syndromic
surveillance complements traditional disease surveillance in order to increase the
sensitivity and specificity of outbreak detection and public health surveillance
efforts. However, the syntactic and semantic diversity of the syndromic data
sources complicates such efforts.

2.1

Constituents of disease surveillance systems

Conceptually, disease surveillance systems may be partitioned into collection,
analysis, and notification. The collection component contains lists of available
data sources, collection strategies for data sources, instructions for formatting
the collected data, and storage solutions. The analysis component stores a
wide variety of computational methods used to extract significant signals from
the collected data. The final component, notification, contains the procedures
for communicating analysis results to interested parties. The results may be
presented in many forms: numerical output from statistical analysis, incident
plots displaying exceeded thresholds, maps coloured to indicate different levels
of observed activity, or simply as messages advising the experts to check a data
source for further information.

4

2.1.1

Collection

The set of accessible data sources is the most important factor in determining the
capabilities of a disease surveillance system. Once again, following the growth
of syndromic surveillance, a wide variety of sources have been proposed for
monitoring. They may be divided into three groups based on when they become
visible to the system relative to the patients’ status: pre-clinical, clinical prediagnostic, and diagnostic [14]. An alternative method of categorising the data
is to group according the type of patient behaviour that produces the data:
information seeking after onset of symptoms; care seeking where the patient
attempts to contact the healthcare provider or decides to purchase medication;
and post-contact, when the patient becomes visible in traditional public health
surveillance systems. Data sources most often used for syndromic surveillance,
ordered by availability, from earliest to latest, are as follows [13, 15]:
•
•
•
•
•
•
•
•
•
•
•
•

over-the-counter drug sales
triage nurse line calls
work and school absenteeism
prescription drug sales
emergency hotline calls
emergency department visit chief complaints
laboratory test orders
ambulatory visit records
veterinary health records
hospital admissions and discharges
laboratory test results
case reports

In a survey of operational syndromic surveillance systems [16], it is reported
that the 52 respondents monitor the following data sources: emergency department visits (84%), outpatient clinic visits (49%), over-the-counter medication
sales (44%), calls to poison control centres (37%), and school absenteeism (35%).
Another review by [17] examines 56 systems and presents a comparable distribution of data source usage.
The availability of data sources depends on the local context of the project:
jurisdiction of the organisation responsible for the system, diagnoses to be monitored, existing laws regulating data access, and technical concerns such as ensuring sustained connectivity to the data sources. Recent research suggests that
additional sources such as Web search queries [18, 19], and Twitter posts [20]
can also contain indicators for disease surveillance.
The timeliness of a data source is often inversely proportional to its reliability [14]. Sources with immediate availability such as Twitter posts or search
queries often contain large amounts of false signals, and usually lack geographic
specificity. In contrast, laboratory test results provide definitive diagnostic information, but they are not available early. An example between the two extremes is chief complaint records from emergency departments. These records
are available on the same day as the visit, contain specific signs and symptoms
as well as geographic information, but initially lack diagnoses [21].
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2.1.2

Analysis

In traditional disease surveillance systems, the data forwarded by the collection component is associated with a diagnosis directly, and analysis begins. In
syndromic surveillance systems, the data may contain signals for multiple diagnoses. Therefore, every data stream is assigned a syndrome category before it
can be investigated for statistically significant signals. Syndrome categories are
lists of signs and symptoms that indicate specific diseases; examples include respiratory, gastrointestinal, influenza-like, and rash. The assignment proceeds in
two steps: first, the information relevant to the categorisation is extracted from
the collected data, and second, the extracted information is used to associate
the data with the syndrome category. The extraction procedure is trivial for
pre-formatted data sources such as over-the-counter drug sales (the data are already categorised by drug type), but may require complex methods for free-text
data sources such as emergency department chief complaints. The extracted
information is then associated with one or more syndrome categories, either by
using a static mapping of data sources to diseases, or by an automated decisionmaking mechanism. An example of the former is CDC’s syndrome categories
in BioSense, and of the latter, BioStorm’s ontology-driven assignments. Both
systems are described in more detail in the next section. In existing syndromic
surveillance systems, Bayesian, rule-based, and ontology-based classifiers have
been used to assign syndrome categories [17, p.53].
After the categories are assigned, statistical analysis is used to detect significant signals. These signals may be short-term changes such as sharp increases
or decreases in the number of cases, indicating emerging outbreaks or effects
interventions; or long-term shifts, indicating the appearance of the disease in
previously unaffected age groups or geographical regions. The literature on statistical analysis of disease surveillance data is vast, and interested readers are
recommended to refer to previously published reviews [22, 23, 24, 25, 26] for a
more thorough analysis of existing methods.
Most of the algorithms used in disease surveillance are adapted from other
fields such as industrial process control or econometrics [27], but some have
been developed specifically for disease surveillance. Time series methods, meanregression methods, auto-regressive integrated moving average (ARIMA) models, hidden Markov models (HMMs), Bayesian HMMs, and scan statistics [28]
are among the most commonly used algorithm classes. The spatial and spacetime statistics, specifically, have gained popularity among practitioners as methods for the detection of disease clusters [29].
The detection algorithm is chosen based on the needs of the users, and
the available data sources. To aid the decision, the performance of aberrancydetection algorithms are often expressed in terms of sensitivity, specificity, and
timeliness [30]. Sensitivity (true positive rate) is the probability that an alarm
is raised given that an outbreak occurs. Specificity (true negative rate) is the
probability that no alarm is raised given that no outbreak occurs. Timeliness is
the difference in time between the event and the raised alarm. Additionally, to
be able to understand and describe the detection algorithms better, researchers
have proposed a classification scheme algorithms that considers the types of
information and the amount of information processed by the algorithms: number of accessible data sources, number of covariates in each source, and the
availability of spatial information [31].
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2.1.3

Notification

The results of the analyses are visualised and communicated to the users by
the notification component. The simplest method of communication is by providing the statistical output from the analysis method directly to the user, as
a table or in plain text. Although the output contains all the essential information, understanding these reports is often time-consuming, and they quickly
become overwhelming if many data sources, diagnoses, or geographic regions
are involved in the analysis.
The most common way of summarising the results is by displaying their
values at different time points, using line charts or bar graphs. The variable may
be case reports, ambulance dispatches, drug sales, or any other indicator used in
surveillance. If previously computed historical baselines exist, they may also be
plotted on the same graph, to put the current results in a larger context. Scatter
plots and pie charts may also be used to summarise non-temporal components
of the analysis.

Figure 1: Sample output graph from an outbreak detection system in use at the
Swedish Institute of Communicable Disease Control.

When a spatial analysis method is used, the same variable may be displayed
using a map where colours, shades, or patterns illustrate the differences between
geographical regions [32]. Results of clustering methods, such as spatial scan
statistics, may also be visualised on maps, often using geometric shapes or grids
drawn on the map in addition to the regional borders [33]. Visualising the results
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of hybrid spatio-temporal analysis methods may be achieved by animating the
map, or presenting snapshots from the same map at different time points sideby-side.
Alternatively, Geographic Information Systems (GIS) may be used to visualise spatial or spatio-temporal analysis results if the data source contains
detailed geographical information. These systems are commonly used in disease
surveillance [34], and epidemiologists are more likely to be familiar with GIS
software given the long tradition of their usage [35]. In some cases, GIS include
their own analysis tools [36], but these may be bypassed by importing the analysis results directly to the visualisation component. A simpler system, Google
Earth [37], also provides similar functionality for spatial visualisation.
The result reports and visualisations are communicated to the users periodically through email, SMS, automated phone calls, Web sites, or a dedicated
display unit placed at the institution tasked with disease surveillance.

2.2

State-of-the-art

Considering the extensive history of public health literature, the development
of complex information systems for disease surveillance, mainly in the form of
syndromic surveillance, is a recent addition. The first systems that proposed to
monitor non-health related data sources for indicators of public health appeared
in late 1990s [38], and the development of larger systems began after 2001, most
of them in the United States [39]. The last ten years have seen the development of a surprisingly large number of systems with diverse functionality. Four
directions taken by developers of syndromic surveillance can be identified from
existing literature on the topic. These systems are described further in the
following subsection.
• Integrating data collected from many institutions tasked with public health
response to provide an overview of events concerning public health at
the national level. BioSense, one of the largest syndromic systems ever
deployed, accomplishes this by combining the data from diverse health
facilities in 26 states in the U.S. [40].
• Understanding signals in many public health data sources in relation to
each other, during the collection process, at the institute tasked with
collection. RODS achieves this task by providing a self-contained system
that can be deployed independently at multiple public health facilities [41].
• Structuring the collected data and the methods of analysis in order to
ease the difficulty of adding new sources or methods to existing systems.
BioStorm provides ontologies that can classify analysis methods based on
the goal of the analysis. It matches available data sources with suitable
analysis methods [42].
• Increasing the visibility of results of disease surveillance analyses. The
Web-based HealthMap is accessible over the Internet without any additional authentication [43].
Syndromic surveillance literature published in English in the last decade is dominated by systems developed in and intended to be deployed in the United States,
with a few exceptions [44, 45]. More systems, developed in European states have
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been documented in the broader field of disease surveillance and outbreak detection [46]. Additionally, the European Commission has sponsored several large
projects on Europe-wide systems for awareness and monitoring of pandemics,
but the scope has been very wide and the software output has been modest; see,
e.g., the INFTRANS (Transmission modelling and risk assessment for released
or newly emergent infectious disease agents) project on the sixth framework
programme, 2002–2006 [47].
The most recent development in European syndromic surveillance at the
time of writing is an ongoing project titled Triple-S. It is co-financed by the
European Commission through the executive agency for health and consumers,
and aims to create “an inventory of existing and proposed syndromic surveillance systems in Europe, and provide an in-depth understanding of selected
systems” [48]. The three-year project, initiated in September 2010, involves
twenty-four organisations from thirteen countries.
Personal communication with the project revealed that an investigation
about the existing systems had already been performed, and additional information about the systems would be provided by them at a later, unspecified
date.

2.3

Implementations of syndromic surveillance

Four implementations are presented in this section to illustrate different properties of existing syndromic surveillance systems. For additional information on
other systems, the reader is recommended to refer to [17], which includes an
overview of 50 syndromic surveillance systems and examines eight in further
detail. An earlier review of 115 disease surveillance systems, including nine
syndromic surveillance systems, by [49] is also informative.
2.3.1

BioSense

BioSense is a CDC (Centers for Disease Control and Prevention) initiative that
aims to “support enhanced early detection, quantification, and localisation of
possible biologic terrorism attacks and other events of public health concern on
a national level” [40, p.1]. The software component of the initiative is called the
BioSense application. The development of the application started in 2003, and
the first version was released in 2004.
Initially BioSense included three national data sources: United States Department of Defence military treatment facilities, United States Department of
Veterans Affairs treatment facilities, and test orders from Laboratory Corporation of America. In a later technical report, the BioSense data sources were
reported to also include state/regional surveillance systems, private hospitals
and hospital systems, and outpatient pharmacies [50]. As of May 2008, 454
hospitals from 26 US states were sending data to BioSense.
The BioSense application classifies incoming data into eleven syndrome categories: botulism-like, fever, gastrointestinal, hemorrhagic illness, localised cutaneous lesion, lymphadenitis, neurologic, rash, respiratory, severe illness and
death, and specific infection. The daily statistical analysis is performed using
CUSUM [51], SMART [52], and W2 (a modified version of the C2 method [51]
for anomaly detection). The data reporting component displays the results of
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the analyses as spreadsheets of observed case counts, time series graphs, patient
maps, or detailed case reports.
In 2010, CDC started redesigning the BioSense program. The redesign aims
to expand the scope of BioSense beyond early detection to contribute information for “public health situational awareness, routine public health practise,
[and] improved health outcomes and public health” [53]. Earlier presentations
about the future of the project have noted additional goals about improving the
usability of biosurveillance tools and “reducing excessive features which miss
the needs of the users” [54, p.19]. Open sourcing of the system is also included
as a possibility for the redesigned BioSense project [55].
The initial motivation for the development and operation of the BioSense application was expressed primarily in terms of preventing biologic terrorism [40].
As part of the redesign, the motivation for developing the system is broadened
considerably:
The goal of the redesign effort is to be able to provide nationwide and
regional situational awareness for all-hazard health-related threats
(beyond bioterrorism) and to support national, state, and local responses to those threats. [53]
The BioSense program has also contributed to the International Society for
Disease Surveillance report on developing syndromic surveillance standards and
guidelines for meaningful use [56]. The current BioSense application is one of
the largest syndromic surveillance systems in existence, and the scope of its
next iteration is likely to be influential in defining what is viable in the field of
disease surveillance systems.
2.3.2

RODS

The development of the Real-Time Outbreak and Disease Surveillance system
(RODS) began in 1999 at the University of Pittsburgh for the purpose of detecting the large-scale release of anthrax [41]. The sixth iteration of the software
is currently reported to be under development and the source code for several
versions licensed under GNU GPL or Affero GPL are available from the RODS
Open Source Project Web site [57].
The first implementation of RODS in Pittsburgh, Pennsylvania collected
chief complaints data from eight hospitals, classified them into syndrome categories, and analysed the data for anomalies [58]. The system was then expanded
to collect additional data types and deployed in multiple states. It was also used
as a user-interface to the American National Retail Data Monitor [59], which
collects over-the-counter medication sales. The most recent publicly available
version of RODS supports user-defined syndrome categories. Implementations
of the recursive least-squared (RLS) algorithm [60] and an initial implementation of the wavelet-detection algorithm [61] are also included. The results of the
analyses can be displayed as time series graphs, or work with a GIS to create
maps of the spatial distribution.
From a data collection perspective, RODS is the decentralised counterpart of
BioSense. Unlike BioSense, which collects data from a large number of sources
centrally within a single implementation, RODS is designed to be installed at facilities on the sub-national level to collect and analyse the available data locally.
In 2009, more than 300 healthcare facilities in 15 states in the U.S., more than
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200 in Taiwan, and an unspecified number in Canada were being monitored by
independent RODS implementations [57].
At the time of writing, no updates to the RODS open source project have
been committed to the code repository for the last two years, and the latest
available RODS publications date back to 2008. It is unclear if RODS 6 will be
released in the future, but the availability of the source code for many earlier versions makes RODS an important resource for developers of disease surveillance
systems.
2.3.3

BioStorm

The BioStorm system (Biological spatio-temporal outbreak reasoning module)
has been developed at the Stanford Center for Biomedical Informatics Research
in collaboration with McGill University. The goal of the project is to “develop
fundamental knowledge about the performance of aberrancy detection algorithms used in public health surveillance” [62]. The source code for the system
is available at [63].
The aim of the BioStorm project is to create a scalable system that integrates
multiple data sources, includes support for many problem solvers, and provides
flexible configuration options [42]. The defining feature of the project is the
central use of ontologies. A data-source ontology is used to describe data sources.
The descriptions are then used to map to suitable analysis methods available in
the system’s library of problem solvers [64]. Intermediate components such as
a data-broker, a mapping interpreter, and a controller are used to connect the
data sources to the analysis methods. The use of ontologies is intended to ease
the process of adding new data sources and new analysis methods to an existing
BioStorm implementation. No existing syndrome categories or visualisation
components are provided, but any category or visualiser can be added to the
system according to the needs of its users.
The BioStorm project differs from the majority of disease surveillance systems primarily due to its highly complex mechanism for classifying data sources
and problem solvers. The developers reflect on the high overhead of this approach, but state that the overhead is acceptable for systems that connect to
many data sources and require diverse analysis methods [65]. In contrast, most
of the existing syndromic surveillance systems do not suffer from this overhead,
but require additional programming to accommodate new data sources or methods.
The complexity of the BioStorm project creates a significant obstacle for
implementation in a public health facility for day-to-day monitoring. However,
the feature set provided by the project is ideal for systematically comparing
and evaluating the performance of different analysis methods on different data
sources. The possibility of categorising not only the syndromes, but also the
data sources and the analysis methods [66] promises to simplify experiment
design for evaluating detection algorithms.
The BioStorm source code has not been updated since 2010, and the most
recent publication related to the project dates back to 2009, but the source code
continues to be available from the Stanford Center for Biomedical Informatics
Research [63].
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2.3.4

HealthMap

HealthMap is a freely accessible Web site that integrates data from electronic
sources, and visualises the aggregated information onto the world map, classified
by infectious disease agent, geography, and time. The project aims to deliver
real-time information for emerging infectious diseases. It has been online since
2006, and its current data sources include Google News, the ProMED mailing
list, World Health Organisation announcements and Eurosurveillance publications, among others [67]. HealthMap uses automated text processing to classify
incoming alerts and to create or update points of interest on the world map
based on the classification results [43]. The time-frame of alerts, the number
of alerts, and the number of sources providing information are reflected by the
colour of the markers for the points of interest on the world map. HealthMap
also includes an interface for users to report missing outbreaks.
HealthMap’s reliability, much like any other system, depends on the reliability of its data sources. Since it accesses less reliable sources compared to the
systems discussed previously, different weights are assigned to different sources
based on their credibility when creating reports to offset the influence of less
reliable reports [68].
HealthMap is unique among the systems discussed so far because its analysis
results are available to all World Wide Web users instead of a small group of
experts. The results can be made available without major privacy concerns
because all of the incoming data are also publicly available on the Web. Another
notable system that employs a similar approach is EpiSpider [69].
A recent HealthMap feature, Outbreaks Near Me [70], provides the users
with mobile tools to report and view outbreaks. Accessing the system without
a standard browser requires a smart-phone which limits its availability, but
it is argued that such limitations will eventually be overcome with cheaper
devices [71]. The development of HealthMap-like systems signifies the presence
of a different perspective in public health surveillance, where a larger group
of users are able to influence the surveillance process and access the results of
statistical analyses.
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3

Employing syndromic surveillance in the digital city

The analysis of the possibilities of employment for syndromic surveillance in
this section begins with a theory of surveillance, which examines the drivers of
surveillance in societies. These drivers are used to reveal future directions that
may be taken by urban applications of syndromic surveillance. The analysis
then proceeds to look at current problems faced by, or posed by, systematic
applications of surveillance, and attempts to extrapolate them into the future.

3.1

A theory of surveillance
“(S)urveillance is a focused attention to personal life details with a
view to managing or influencing those whose lives are monitored. It
may involve care, and more often, control. It is, in other words, the
power of classification, of social sorting.” [72, p.152]

The demand for surveillance appears increasingly often as societies reconfigure
themselves to emphasise the privacy of the individual. This seemingly paradoxical phenomenon is due to the necessity of recognising participants in social
exchanges; the disappearance of local networks of identification (the village, the
extended family, the household) leads to an increase in the demand for “tokens
of trustworthiness” [72, p.66] about the individual. Surveillance is uniquely positioned to generate these tokens, in different forms depending on the contents
of the social exchange: credit cards in financial transactions, access cards when
negotiating physical access, or identification documents when crossing national
borders. A significant driver for the employment of surveillance technologies
is fear: “Fear of attack, of intrusion, of violence, prompts efforts to ward off
danger, to insulate against risk” [72, p.58]. Risk management, in diverse forms,
aims to alleviate this fear with promises of awareness provided by surveillance.
Communicable disease control is one example in which populations are protected
from undesirable biological agents.

3.2

Trends

Current trends that drive surveillance can be understood through five concepts:
rationalisation, technology, sorting, knowledgeability, and urgency [2, p.26], all
of which are present in syndromic surveillance:
• An attempt to understand the behaviour of infectious disease, a seemingly
chaotic phenomenon,
• through the development of new systems that include previously unused
data sources,
• to be able to identify, contact, and respond to the infected individuals,
• (without requiring the awareness of the subjects of surveillance),
• more rapidly than methods used for traditional disease surveillance.
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These five concepts provide directions in which syndromic surveillance are
most likely to develop in. Advances in syndromic surveillance technologies are
taken for granted within this report, and the four remaining concepts are used to
trace what shape those technologies may take. From the rationalisation perspective, it would be possible to observe a movement towards methods that provide
better detection algorithms. These better detection algorithms are likely to require more computational power to tackle the ever-expanding data sources, and
take into account more variables to make their predictions. The sorting perspective drives the search for more data sources that can be used in syndromic
surveillance. Any large-scale information system intersecting with urban populations can be seen as an immediate candidate for syndromic surveillance, and
therefore of public health interest in urban environments, while remaining within
the limits of established data protection laws and regulations. Knowledgeability,
referring to the awareness among the subjects of surveillance about the existence
and the functions of surveillance systems, would continue to influence how individuals react to newly developed systems, leading to explicit acceptance or
rejection if the systems are revealed from the beginning, or a gradual awareness
and eventual reaction if the systems attempt to conceal their presence. The final concept, urgency, would drive developers of syndromic surveillance systems
to seek data sources that contain indicators for increasingly rapid detection.
These extremely early indicators may be sought in genetic information, purchase habits, or any other source that records an individual before her contact
with the infectious agent.

3.3

Current issues

Computerised systems for public health surveillance have clear advantages compared to their earlier, paper-based versions. When the required information
infrastructure for the operation of the system is in place, these systems reduce
the number of humans required to detect and communicate health risks, and
they can even automate daily monitoring and detection tasks. Additionally, the
systems function without any additional input from individuals whose data are
used. No one has to opt in to be included in an outbreak investigation, and
individuals are very rarely identified during such investigations.
However, these systems require considerable infrastructure as prerequisites
before they can even be implemented. For example, areas without reliable communication networks rarely benefit from the implementation of such systems.
Also following directly from the previous advantage, it is not possible to opt
out of many public health surveillance systems, and as a result the majority
of current implementations are undemocratic. Individuals, whose data inform
public health, have no say in how their data are used, or whether it should be
used at all.
Contemporary syndromic surveillance systems have a tendency to generate
more false alarms than traditional disease surveillance methods. Practitioners of
public health tasked with monitoring such alarms have stated that without the
resources to investigate detected events, the detection capability is useless [6].
In future systems, this may lead to several new research directions: Syndromic
surveillance algorithms may aim to have higher specificity and lower sensitivity,
or they may require more data sources to confirm the detected event before an
alert is raised. To accomplish this cross-checking, more data sources that are
14

representative of the same population would have to be monitored.
Quantifying the representativity of a data source, and judging how similar
two separate data sources are in terms of representativity is yet another investigation that is likely to take place in institutions that employ syndromic
surveillance methods. Surveillance of data sources that include multiple activities linked to the same identity are likely candidates for syndromic surveillance.
Since these systems link diverse data sources, they require a complex network
of users and machines to support their daily functions; the maintenance of
syndromic surveillance systems are non-trivial. They connect to software that
may change over time, and as the number of sources increases, compatibility
issues also increase. While there are standards for storing and communicating
health information digitally, the field of syndromic surveillance today is far
from standardisation. If a single project were to gain enough momentum, such
a standard could be established. Factors that affect the adoption of one project
are fairly similar to other software standards, with one important difference:
Public health is performed at the national level, each nation state exercises its
public health duties in different ways, and those ways are rigidly encoded in the
laws of the state. For this reason, the standardisation of syndromic surveillance,
much like any other information system dealing with health at the national level,
would require consensus at the international level.
3.3.1

Commerce and public health

Syndromic surveillance, as well as other forms of surveillance for public health
purposes, are performed with the explicit aim of raising the health of populations. The information gathered is used to establish norms of disease, in order
to be able to detect when those norms are violated, and to judge if the costs
of intervention serve the aim of raising the health of the population. This calculation of costs is inherently incompatible with the notion of profit. Since the
aim is to raise the health of the whole population indiscriminately, any potential gains, be it knowledge, or accumulation of resources, are committed to the
same aim. Creating other venues where capital can be generated for those who
operate these mechanisms is bound to encounter an internal inconsistency.
This inconsistency may take either the form of withholding, where resources
generated from the surveillance process are not completely committed to the
improvement of that same process, or it may take, in the worst case, the form
of active deception, where the primary aim of public health is subverted to
benefit not the whole but only certain parts of the population without acknowledging the change in recipients of the benefits explicitly. For this reason, a
commercial entity, predicated by the motive of creating additional value for its
shareholders, very rarely functions in the public health domain without critical
conflicts. A deeper theoretical investigation of the causes of this incompatibility is described in a report from the United Nations Research Institute for
Social Development [73], which uses cross-country comparable data to illustrate,
among many other comparisons, a negative relationship between life expectancy
and private health care expenditure.
Regarding commercialisation, public health surveillance does not differ from
health care significantly. In a practice where subjects rarely volunteer to be
included, problems of redistribution arise immediately when commercial interests appear. Attempts to convince individuals to volunteer, to offer them other
15

advantages in exchange for their data, have succeeded in domains of social communication through information systems. Google’s automatic mining of emails
to provide personalised ads, or Facebook’s initiative to insert individuals to ads
personalised for the viewing of that individual’s friends are existing examples of
such technology. These measures have been contested [74, 75, 76], and continue
to be contested, but their presence has not led to a rejection of the services as
a whole by their users. In public health, however, attempts to convince individuals to volunteer must be held to much closer scrutiny. Existing research
on ethics, such as Gary Marx’s ethics of surveillance [77], may provide an idea
of what forms this scrutiny should take. The issue is ensuring that the governed population receives equal benefit from public health measures, including
health surveillance, and that they are provided with opportunities to exercise
such benefits. Emphasising individual choice leads naturally to the possibility
that the wrong choice will be made by some, and that they will be responsible
for the consequences of those wrong choices. The ability to make choices, especially of making the right choice given a particular circumstance, is strongly
influenced by prior privilege; those equipped with more privilege are more likely
to make the better choice. The logic of choice is incompatible with the imperative of public health, because the outcomes linked to individual choice are
strongly linked to prior privilege, and the only part prior privilege can play in
the discourse of public health is that of an obstacle to be overcome.
Commercial attempts at entering the domain of public health surveillance
vary based on how the expertise of the commercial organisation is positioned.
Using the collection, analysis, and notification framework for syndromic surveillance, these entry points can be made slightly more visible. At the collection
stage, a company can propose to handle data collection and storage tasks, by
proposing similarities to data warehousing that is very common in companies
that work with information technologies. The arguments that such companies
would propose are likely to mention the difficulty of storing large databases in
hardware, managing backup methods, or distributing resources to optimise the
speed of retrieval. In the analysis stage, the role of the company can be stated
as a consultancy, bringing expertise (statistical, computational, etc.) to analysis tasks. For example, companies with data mining technologies may present
proposals where their methods are used, or companies that manage large groups
of experts may provide the actual worker who would perform and interpret the
statistical analyses chosen by the operators of the surveillance systems. Finally,
at the notification stage, companies may provide novel visualisation methods
that are inaccessible to health agencies, due to laws regulations surrounding intellectual property for example, or they may claim to have more suitable technological solutions for the reliable communication of messages such as secure
cellular networks.

3.4

The future of syndromic surveillance

It is possible to provide a rudimentary method for inventing new applications
of syndromic surveillance: Proposals for future information systems or newly
implemented systems are searched for specifications of the data they will collect
or generate. Then, the behaviour of infectious diseases of interest are crossreferenced one by one to with these specifications of data sources, to see if there
are any intersections. These intersections may occur as transmission mechanics,
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symptoms of the diseases, treatment methods, etc. If any intersection exists, an
investigation can be made regarding the applicability of syndromic surveillance
to the data source. This investigation would have to take into account what
part of the population the data source represents, and how reliable (in terms of
sensitivity, specificity, and timeliness) the signals derived from the data source
would be. Some example scenarios are as follows:
• Records of energy usage in households (the smart home scenario): Does
sickness change the energy consumption behaviour of the inhabitants in
ways that are visible to the smart home data sources?
• Transportation: Electrical cars are plugged to a grid for charging. Given
a car user that drives to work every day, would it be possible to assume
the presence of sickness if the car remains plugged in to the grid during
work hours?
• Supermarket customer loyalty cards: Can personal purchase records be
analysed real-time to detect the presence of communicable diseases from
the consumption of remedies?
As stated previously, data collected by a wide variety of information systems in urban environments can be used in syndromic surveillance with the aim
of extracting health-related information. Current examples include ambulance
dispatch records and over-the-counter medicine sales that are analysed statistically to detect unexpected changes. Following the same trend, other data
sources may be used in the near future for disease surveillance tasks. One particularly complicated scenario links cellphone logs to disease spread. Assuming
full availability of cellphone handover logs between base stations, it would be
possible to trace potential contacts of infected individuals in order to warn them
about the effects of exposure, and recommend them to take precautionary measures to avoid spreading the disease further. The privacy implications of this
scenario depend primarily on the roles of the actors who would define the practical effects of the precautionary measures to be taken, and how those measures
should be enforced. Given a wealth of real-time or near-real-time data sources,
many detection methods previously thought impossible become possible. However, these implementations should be accompanied with a discussion of their
implications: how do these methods shape society, who enjoys the benefits, who
suffers the costs, and finally, which possible futures become impossible, or highly
unlikely, once such systems are in place?
3.4.1

Exclusion

Syndromic surveillance systems must strive to avoid excluding parts of the population. Two factors contribute to this requirement: First, the imperative of
public health places strong emphasis on equal inclusion, and to deviate from it
would make syndromic surveillance less compatible with the practice of public
health. Second, communicable diseases spread indiscriminately. Not taking into
account parts of the population would only lead to partitions where communicable disease can spread unchecked among available hosts, which would not only
make syndromic surveillance less efficient, but also increase the human suffering
caused by communicable diseases that syndromic surveillance aims to alleviate.
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Where is exclusion observed in the methods and systems of syndromic surveillance? It appears, most importantly, in the data sources. If parts of the population are not represented in the data sources, syndromic surveillance will not
say anything about their suffering caused by communicable diseases. Exclusion
may also appear during the analysis stage where the intersection of multiple data
sources are investigated. If those sources do not represent identical segments of
the population, which is the usual case, individuals outside of that intersection
would not benefit from the surveillance even though their data appears in some
of the data sources.
Urban environments do not have rigid borders; they grow, recede, and shift
as the cities evolve. While this is, from a humanitarian perspective, a property
highly worth preserving, it introduces complications for a public health practice that aims to be non-exclusive. New inhabitants of the city do not become
visible to public health surveillance as easily as already established inhabitants,
and consequently, delivery of interventions or preventive measures may not encompass the recently settled. Under the assumption that the future influx of
populations to cities will tend to increase, new systems of surveillance, and particularly of syndromic surveillance, must be designed to take into account the
necessity of including those that have recently arrived in the city.

3.5

A candidate for future case studies

The London 2012 Olympics is one example where urban syndromic surveillance
systems of the future will become observable. Relatively short in duration, but
very large in terms of attendance, the Olympics creates a unique opportunity
where extreme migration challenges existing infrastructure, when an urban event
becomes highly complex due to the sudden increase in the population. Proposals for temporary syndromic surveillance systems, constructed with the aim of
monitoring the population during the event, would be very valuable for observing the trends discussed in this report in action. The discussions surrounding
the hosting of the Olympics in a highly populated capital are informative, because they illustrate what the organising institutions consider to be inadequate
for the influx of visitors in the near future. These discussions can be extended
into the further future, under the assumption that problems caused by increased
migration are likely to take similar forms. After the event, evaluations of the
proposed remedies can serve as additional indicators of the future issues.

3.6

Conclusion

No information system stands independent of the population it informs or monitors. It is of utmost importance that the potential social effects of surveillance
systems be put under close scrutiny before any resources are committed to realising them, but the complete picture, with regards to the redistribution of
privilege due to the operation of the system, will never be possible to predict
in its entirety. In fact, the act of prediction modifies the outcome, especially
if it leads to media attention, political scrutiny, or any form of campaigning
for, or against, the proposal. The best outcome that planners and developers
of syndromic surveillance can hope to achieve, while staying committed to the
imperative of public health, is to minimise the tendencies of their systems to
selectively privilege only certain parts of the population.
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